Lecture 2:

How to train your model:

Intro to Models, Gradient Descent, Optimization




Slides credit - CS231N
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Today’s code along notebook




WHAT EVEN IS A MODEL ??




WHAT EVEN IS A MODEL ??

Hidden JUST NUMBERS AND
I MULTIPLICATION FOR
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EVERY ML MODEL CAN BE REPRESENTED
AS A MATHEMATICAL FUNCTION MAPPING
INPUTS TO OUTPUTS.

fQ:X—>Y




WHAT EVEN IS A MODEL ??

Hidden JUST NUMBERS AND
MULTIPLICATION FOR
THE MOST PART

()lltpm

Quarterly change in GDP  (A%)
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Quarterly change in the unemployment rate  (A%)

Can be assimpleas Y =a+bx And as pretentious as
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Linear Regression

Logistic Regression (o)
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WHAT EVEN IS A MODEL ??

Step 1 | w=0.32, b=-0.30




WHAT EVEN IS A MODEL ??

Training Step 0

y = sin(x) + noise 2.0
Here, The model learns to map i
this connection by updating its
weights and biases




Machine Learning: Data-Driven Approach

1. Collect a dataset of features(images, text) and labels
2. Use Machine Learning algorithms to train a classifier.

Evaluate the classifier on new data(testing data).
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MNIST DATASET
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def train(images, labels): .
; tinages; . ) Memorize all data
# Machine learning!

return model and labels

v

def predict(model, test_images): Predict the label of
# Use model to predict labels

return test_labels

" the most similar
training image
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Linear Classifier:
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Parametric

Approach
- f(x,W : 19 _numbers
A ) I giving class
Array of 32x32x3 SCOres

numbers (3072 W

numbers total)
parameter
S Or
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Parametric Approach: Linear Classifier

parameters or
weights
3072x1

fxW) = [ [x]+lb how
W
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Parametric Approach: Linear Classifier
3072x1
f(x, W)|=W| x|+ |b
10x1 10x3072 10x
- f(x, W) _ 10Inumbers
giving class
I SCOres

Array of 32x32x3

numbers (3072 W

numbers total)
parameter
S Or
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Linear Regression is p chill:

Linear Regression of Energy vs. Variance (QNG-Weinstein)

Used in: R T
e Finance i
e Health
¢ Quantum Computing |

e Literally everywhere! s mswww

Variance

*actual regression model used in
peer reviewed QML literature

SAIDL

Regression
Modeling with
Actuarial and
Financial
Applications

Edward W. Frees

Optimization Step
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Interpreting a Linear Classifier: Geometric Viewpoint

z/~
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<

car classifier

airplane classifier, ._(

l,;(: .
/7 deer classifier

Plot created using Wolfram

Cloud

E *

f(x,W) = Wx
+ b

Array of 32x32x3
numbers
(3072 numbers total)

Cat image by_Nikita is licensed under

CC-BY 2.0


https://www.flickr.com/photos/malfet/1428198050
https://www.flickr.com/photos/malfet/
https://creativecommons.org/licenses/by/2.0/
https://creativecommons.org/licenses/by/2.0/
https://sandbox.open.wolframcloud.com/app/objects/26bc9cd9-50a8-42a9-8dbf-7a265d9e79c8
https://sandbox.open.wolframcloud.com/app/objects/26bc9cd9-50a8-42a9-8dbf-7a265d9e79c8

Linear Classifier — Loss function

1. Define a loss function that
quantifies our unhappiness with

airplane -3.45 -0.51 3.42 . .

i B89 6.04 4.64 the scores across the training

bird 0.09 5.31 2.65 data.

cat 42 -498 -4.22 5.1 2. Come up with a way of efficiently
- s 5 ‘34 '5189 2:2 finding the parameters that

o0 3.78 —— aat n mini_mi_ze t_he loss function.

horse 1.06 ~4.37 2 5 (optimization)

ship -0.36 -2.09 -4.79

truck = § R 74 <293 6.14

Cat image by Nikita is licensed under CC-BY 2.0; Car image is .CC0 1.0 public domain; Erog image is in the
public domain



https://www.flickr.com/photos/malfet/1428198050
https://www.flickr.com/photos/malfet/
https://creativecommons.org/licenses/by/2.0/
https://www.pexels.com/photo/audi-cabriolet-car-red-2568/
https://creativecommons.org/publicdomain/zero/1.0/

Suppose: 3 training examples, 3

A loss function tells how
classes. With some W the f(z, W) = Wz

good
our current classifier is

cat

3.2 1.3 2.2
car 5.1 49 2.5

fro 1.7 2.0 -3.1
g
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OPTIMIZATION



OPTIMIZATION:

25 A

20 A

154

Loss Function
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Derivative
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Optimization |

= —
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\\\ — SGD

| = Momentum

e NAG
Adagrad
Adadelta
Rmsprop

TOrIrrTrTrT

(image credits
to Alec Radford)

# Vanilla Gradient Descent

while True:
weights grad = evaluate gradient(loss fun, data, weights)
weights += - step size * weights grad # perform parameter update




Gradient Descent

df(z) _ . fz+h) - f(@)

dx h —0 h

Numerical gradient: slow :(, approximate :(, easy to write :)
Analytic gradient: fast :), exact :), error-prone :(

In practice: Derive analytic gradient, check your
implementation with numerical gradient

SAIDL



Gradient Descent

Models are trained by adjusting their parameters/weights so
that predictions match the data as closely as possible.

Goal of training is to minimize the loss function.
fg: X—->Y

0*=arg mingL(6)
0 &< 60-n.VylL(6)
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Gradient Descent

Models are trained by adjusting their parameters/weights so
that predictions match the data as closely as possible.

Goal of training is to minimize the loss function.

6*=argming L(0)
0&60-nVylL(O)

n(Learning rate)

oL oL
W—W-Tl% b-b—n%
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Computational Graph

f We| |Li =>.,., max(0,s; — sy, +1)

@ s (scores)




f(a:,y,z) = ($+y)z
eg.x=-2,y=95,z=-4

— dq oq
q=T1Y %_1’@_1
0 s,
f=gz 3_(]; - Z’c’i_,jzr —q Chain rule: By
of _ of o
Want: 55 By B
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f(a:,y,z) = ($+y)z
eg.x=-2,y=95,z=-4

= T
of of

. Of of 0of
Want: 55 By B
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f(z,y,2) = (z +y)z
eg.x=-2,y=52z=-4

_ 0 _ . 9q _
§=2+Y 5 =lg=1
0 0
f=qz aljf :Z,a—f —~ Chain rule: Oz
9 . O
. Of of of or  0q O
Want: e By Bz
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activations

“local gradient”
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THANK YOU
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